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Abstract

Many “database independent” products such as Brio.Portal and Brio.Report are commonly used in today’s business
place. These applications are often mission critical products like help desks, information portals, or enterprise
reports. They require a high level of performance and reliability for the end user or corporate customer.
Unfortunately, by their very nature these applications have often ignored or overlooked database specific features
that would help them to perform at peak efficiency. Typically this will result in a loss of performance as objects
within the database are inappropriately stored, accessed, and maintained over time. The larger the database
becomes, the greater the performance impact. This paper will demonstrate, using Brio.Portal and Brio.Report as
examples, how an Oracle DBA can plan for and maintain increased system performance and reliability when
dealing with applications not designed specifically for Oracle. A variety of techniques, including instance creation,
tablespace configuration, index creation and relocation, memory cache optimization, and SQL tuning will be
illustrated.
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1. Introduction
Many “database independent” products are commonly used in today’s business place. These applications are often
mission critical products like help desks, information portals, or enterprise reports. They require a high level of
performance and reliability for the end user or corporate customer. Unfortunately, by their very nature these
applications have often ignored or overlooked database specific features that would help them to perform at higher
levels of efficiency and reliability. Typically this will result in a loss of performance as objects within the database
are inappropriately stored, accessed, and maintained over time. Oracle in particular has a number of features that
can greatly affect response times, CPU and memory requirements, and overall reliability. The larger a database
becomes, the greater the performance impacts if these features are ignored.

This paper will demonstrate, using Brio.Portal and Brio.Report as examples, how an Oracle DBA can plan for and
maintain increased system performance and reliability when dealing with applications and ad hoc query tools not
designed specifically for Oracle. It will also demonstrate the database administrator’s important role not only in
initial system configuration, but also in application development and long term system maintenance. A variety of
techniques, including instance creation, tablespace configuration, index creation and relocation, memory cache
optimization, and SQL tuning will be illustrated. While some of these methods must be considered before a
database is created, many of them can be used to improve the performance of existing, production systems.

2. Tuning Brio.Portal
Brio.Portal is Brio Technology’s premier Information Portal product. It is typical of many third-party “database
independent” applications that use Oracle as a back end database repository. The entire repository is pre-packaged
and ready to use, which makes the installation process extremely simple. This pre-packaged, “locked-in”
configuration can make performance tuning anything but simple, however. Because the tables and indexes are
predefined, with no storage parameters, it is difficult to control data fragmentation as the portal content grows. The
queries used to access data in the repository cannot be modified or tuned to take advantage of Oracle specific
syntax. The database administrator is limited to making modifications to the physical architecture of the database
and to memory cache allocations. Even with these limitations, however, there is still quite a bit that can be done to
improve the repository’s performance using general tuning parameters and some configuration slight of hand.

Brio.Portal Database Configuration

The Brio.Portal 6.0 database is composed of 83 tables and 172 indexes. Currently in version 6.0 no storage options
are defined in the CREATE TABLE, ALTER TABLE or CREATE INDEX statements used to build the database.
All objects are placed in the portal users' default tablespace, using whatever default storage options have been
defined for that tablespace.

It is often assumed that a standard, default Oracle installation will work just fine with a default application
installation. This, however, is not the case. Oracle’s default database configuration for versions prior to 8i defines a
block size of 2K for most platforms, and a default table extent size of either 10K or 40K. Table and index growth
rates default to a rate of 50% for each new extent, which leads to exponential increases in required disk capacity as
the database grows.

Installation of the basic Brio.Portal demo in a “default” Oracle 8.0.5 instance* leads to an immediate fragmentation
of 4 tables and 13 indexes. Testing has shown that loading a significant amount of content to the portal results in
the additional fragmentation of 9 tables and 13 indexes, for a total of 39 fragmented database objects. Although
these objects account for only 15% of the tables and indexes in Brio.Portal’s repository database, they contain over
                                                       

* installed on an HP9000/871 running HP-UX 11.0
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90% of the repository data. If particular care is not paid to these objects, repository performance can be severely
affected.

Where Do We Go From Here?

There are several tuning options available to the DBA in this situation. Memory allocations, client connection
configuration, table and index growth controls, and even the physical layout of the database can be adjusted over
time to decrease resource consumption and response times. One of the most critical tuning parameters however,
must be considered before the Oracle instance is even built.

Block Size

When building an Oracle instance for any application, it is important to have at least an elementary understanding
of the data that will be stored and the architecture of the tables and indexes that will contain it. By understanding
the volume of data and the ways in which it will be organized and accessed, the DBA can make an educated guess
as to the best physical configuration for the instance. One of the most important parameters to consider is the
database block size parameter. Along with the db_file_multiblock_read_count parameter, db_block_size
determines how much data Oracle can read into memory with a single disk access. Most other tuning parameters
can be modified over the life of the instance, but the block size can only be set during the instance creation.

The default Oracle block size varies for different operating system platform, but is often only 2K, which is quite
small for most applications. This default size can be modified to 4K or 8K (or even higher on some systems),
enabling Oracle to read as much as two or four times the amount of data in a single I/O pass as a 2K database. This
can greatly reduce the amount of disk I/O required by the database, which is often one of the biggest bottlenecks for
any system.

In Oracle 8i, the Database Configuration Assistant can be used to set the block size during an instance creation. To
modify the default block size in versions of Oracle version previous to 8i (before creating your instance), follow
these steps:

1. For UNIX installations, find the cnfg.orc file in the ORACLE_HOME/rdbms/install/rdbms directory.

2. For Microsoft NT installations, find the initseed.ora file in the $ORACLE_HOME/database directory.

3. Edit the appropriate configuration template file. Uncomment the db_block_size parameter and set it to
4096 for a 4K block size or 8192 for an 8K block size. Some operating systems will even allow a 16K
block size. Most applications should run with at least an 8K block size, and this size works well for
Brio.Portal.

4. Now, when using the Oracle installer to create a database instance, the database block size will be set
correctly by default.

To understand the affect this modification can have on performance, calculate the difference in I/O reads required
between the default Oracle 2K instance with a “default” db_file_multiblock_read_count setting of 8, and an 8K
instance which has a db_file_multiblock_read_count of 32. The formula for the calculation is:

Block_size * db_file_multiblock_read_count = total data read in one I/O pass

2K per block * 8 blocks per read = 16K per disk read

8K per block * 32 blocks per read = 256K per disk read

When scanning a 100MB table the 2K instance will require 6400 disk reads to scan the entire table into memory,
while the 8K instance will only require 400 disk reads. This is an I/O reduction of 94%. For large tables this can
spell a significant savings in access time, disk wear, and overall system response.
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Physical Database Layout

Another important aspect of the initial database configuration is the physical location of the various data files on
the server. It is critical to balance the I/O of your data files as evenly as possible to avoid disk contention and I/O
bottlenecks. The following is recommended as a minimum configuration for a production system:

• Disk 1: Oracle software

• Disk 2: System and Tools tablespaces

• Disk 3: Rollback tablespace

• Disk 4: Data and/or Users tablespaces

• Disk 5: Indexes and Temp tablespaces

• Disk 6: Redo Logs

It is particularly important to separate the System, Data, and Index tablespaces on to separate disks, as these are
most likely to see high I/O activity. For systems using RAID arrays, treat each array as a single, logical disk.

Loading the Portal

Once the physical structure of the Brio.Portal repository has been defined, the DBA can consider the installation of
the repository schema and the loading of data. The loading of the Portal content is a two step process. First the
content must be loaded, then it must be de-fragmented and storage controls put in place to keep it from fragmenting
any more than is possible over time. Since no specific storage parameters are specified in the CREATE TABLE
and CREATE INDEX commands used to build the Brio.Portal database, the proper setting of tablespace default
storage parameters must considered.

Tablespace Default Storage Parameters

Each tablespace within an Oracle instance has a set of default data storage parameters. These parameters are used
in the event that no storage criteria are specified for individual tables and indexes when they are created. When
dealing with “database independent” applications like Brio.Portal, which do not contain Oracle specific storage
criteria in their CREATE TABLE and CREATE INDEX statements, it is important to make sure that these default
settings are properly defined before the repository is installed. There are three storage parameters that are of
primary importance: Initial Extent Size, Next Extent Size, and Percent Increase. Each of these settings plays a
key role in the initial configuration and in the ongoing maintenance of an Oracle database.

The Initial Extent Size parameter determines the initial amount of disk capacity allocated to a table or index. This
parameter should generally be set to a value that is a multiple of the db_block_size and
db_file_multiblock_read_count parameters; this will minimize I/O associated with the table or index. Oracle will
stop an I/O pass at the end of an extent, whether the maximum limit has been reached or not, so tables that are
expected to grow over time should have extent sizes that are at least as large as the limit to avoid unnecessary I/O
passes. For instance, if the block size is 8K and the read count is 32, then the minimum initial extent size should be
256K. This would allow Oracle to read as much data as possible in single disk pass.

Unfortunately, when creating tables and indexes Oracle often rounds up specified extent values to multiples of 5.
Specifying an initial extent size of 256K is likely, therefore, to result in an actual extent size of 260K. This would
require two I/O passes to scan instead of one: an I/O penalty of 100% for an additional 4K of storage capacity.
Making the extent size a larger multiple of block size and read count can minimize the affect of this round up. If a
table were defined with an extent size of 1024K (which could be read in 4 I/O passes), Oracle would round to
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1025K (which would require 5 passes). This would impose an I/O penalty of only 25%. An initial extent of 4096K
would be rounded up to 5000K and incur an I/O penalty of less than 6%.

The only exception to this rule of thumb for sizing initial default extents would be very small, static tables that
contain code sets or reference data that is not expected to be updated much or to grow over time. Since the
Brio.Portal database contains mostly these types of tables, the default Initial Extent Size for the tablespace should
be set very low, to a value of 10K. Tables and indexes which contain more data than that can be de-fragmented and
modified later to take advantage of larger extents.

The Next Extent Size parameter determines the size of the second block of disk space that will be added to a table
or index as it grows. Again, in general this parameter should be set to a multiple of the block size and read count to
minimize disk I/O. Since most of the Portal repository tables will remain very small however, the tablespace default
Next Extent Size parameter should also be set to 10K.

The final default storage parameter to consider is the Percent Increase setting. This parameter is critical to
maintenance of any database. It determines the size of any extents beyond the first two (defined by the Initial and
Next Extent Size parameters) that will be added to a table or index. The Oracle default value for Percent Increase
is 50%, which means that each new extent added to a table or index will be 50% larger than the previous extent. If
Next Extent Size is 10K and Pct Increase is 50%, then the third extent to be added to a table will be 15K, the
fourth extent will be 25K, and the fifth will be 40K, etc. This configuration will cause the space used by tables and
indexes to grow exponentially over time. A Pct Increase setting of zero will force each new extent to be exactly the
same size. This will allow the DBA to accurately control and predict the growth of database over time, and to better
determine the amount of I/O passes necessary to read an object into memory.

Default storage parameters can be set using the ALTER TABLESPACE command as shown here:

Alter tablespace [tablespace name] default storage (initial 10k next 10k pctincrease 0);

Defragmenting Data

When the Portal repository has been installed with its initial storage parameters, content can be loaded. To properly
tune the storage parameters of the largest tables and indexes in the repository, it is important to load as much
content as possible before de-fragmenting and consolidating the repository data for the first time. Once as much of
the initial Portal content as possible has been loaded, the trickiest part of the entire tuning process must be
performed.

Use Oracle’s Export utility to create a user-level backup of the repository schema. The Export utility will
automatically de-fragment and compresses the repository data, redefining the initial extent size of any fragmented
tables and indexes so that when imported back into the database their data will be contained in a single large extent.

When the backup is complete, the DBA must drop the portal schema from the database and recreate it without
tables and indexes, using the same password. Data can then be imported back into the repository. This process can
also be used to separate most of the indexes in the Portal schema into a separate tablespace, thereby improving I/O
distribution if the index tablespace is located on a separate disk from the data tablespace. The process works
something like this:

• First, all tables, grants, table data, and constraints are imported into the data tablespace, but not indexes.

• Second, the Import utility is used to generate a script that contains “create index” statements for the Portal
indexes, including all storage parameters.

• The index creation script can be modified so that a new tablespace name is substituted for the original.

• When run from SQL*Plus, the modified index creation script re-creates the de-fragmented Portal indexes in
their new location.
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Note: Primary Key indexes can not be relocated in this manner, as they are defined within CREATE TABLE
statements by the Export utility, not as separate CREATE INDEX commands. Only Foreign Key and other
indexes can be relocated in this manner. For a more detailed explanation of how to use the Import and Export
utilities, or Oracle’s Data Manager, read the version specific Oracle Utilities Users Guide that is appropriate
for the database server platform.

Once the de-fragmented data has been reloaded, the Next Extent Size parameter for the larger tables can be
redefined to something more appropriate. As previously mentioned an extent size that is a multiple of the database
block size and the multi-block read count is generally advisable. The following tables and indexes in the Brio.Portal
repository are most likely to grow as content is added, and should be given special attention when setting storage
parameters.

V2_FOLDER DEFAULT_GROUP_PK V2_MATCH_CANDIDATE V2_COLLECTION_MBRS

PK_V2_USER RELATION_150_FK PK_V2_USR_GRP_MEMBER PK_V2_COLLECTION_MBRS

V2_USER_PROPS CONTVER_CRE_IND METATYPE_R1_FK CONTVER_MOD_IND

CONT_NAME_IND V2_FOLDER_TREE PK_V2_CNTNR_KEYWORDS RELATION_16251_FK

V2_USER CONT_GRP_IND PK_V2_CONT_VERSION PK_V2_DATA_CONTAINER

CONT_SUP_IND CONT_CLASS_IND CONT_PAR_IND RELATION_15184_FK

PK_V2_FOLDER V2_CNTNR_KEYWORDS CONT_MOD_IND CONT_USER_IND

PK_V2_FOLDER_TREE V2_DATA_CONTAINER V2_CONT_VERSION PK_V2_CONTAINER

V2_CONTAINER

The following query shows the number of extents (fragments) and the total size in bytes of each table and index in
the Brio.Portal repository:

Select segment_name, segment_type, count(extent_id), sum(bytes)

from dba_extents where owner=’BRIOPORTAL’

group by segment_name, segment_type

order by segment_type, segment_name;

Tuning Parameters

With a proper physical architecture defined and its content properly stored, additional tuning parameters in the
database’s init.ora file can be adjusted. Some of the most important tuning parameters involve the allocation of
memory to Oracle’s various caches. The System Global Area contains most of these memory caches.

System Global Area (SGA)

The System Global Area, or SGA, contains all of the memory reserved for data access and processing by the
Oracle instance. The SGA has three main areas, each of which can be sized separately: the Shared Pool, the
Database Buffer Cache, and the Log Buffer. Each of these areas can be resized after the database has been created
by making changes to the $ORACLE_HOME/ dbs/init.ora file on a UNIX installation or the
%ORACLE_HOME%\database\init.ora file on a Windows NT installation. The instance must be stopped and
restarted for changes in the init.ora file to take affect.

The Shared Pool contains stored procedures, SQL queries, and other user and system information. It can be sized
with the shared_pool_size parameter in the init.ora file, and should be set to at least the “medium” setting listed
there, if not higher. The value of this parameter represents the size in bytes of the Shared Pool. Some applications
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may require 100MB of shared pool space or more. The default is usually 8MB or less, which is almost never
enough for any production application. To determine if the Shared Pool is large enough, run the following queries
after the database has been in use for some time to check the performance of the Library Cache, one of the largest
areas of the Shared Pool:

select

sum(pins) "executions",

sum(reloads) "Cache misses while executing",

((sum(reloads)/sum(pins)) * 100) "LIBRARY CACHE MISS RATIO"

from v$librarycache;

The Library Cache is a part of the Shared Pool that contains parsed versions of SQL statements. The Library
Cache Miss Ratio indicates how often SQL statements in the cache must be re-parsed before execution. If the
Library Cache is not big enough, new statements will overwrite parsed versions of previous SQL statements. If the
older SQL is called again, Oracle must re-parse the command before executing it. If the Library Cache Miss Ratio
is greater than 1 percent, the size of the Shared Pool should be increased.

The Database Buffer Cache stores all data read from disk. This is where Oracle looks first for any data requested
by a user query. It is defined by the db_block_buffers parameter in the init.ora file. This parameter is defined in
units of database blocks. For instance, if your database block size is 2K, a db_block_buffers value of 1000 will
create a buffer cache of 2MB; if the database block size is 8K, the same value for db_block_buffers will create a
buffer cache of 8MB. The Database Buffer Cache should always be at least as large as the largest table in the
database. If Oracle needs to read the entire table during a query, there must be enough memory available to hold it
all. If there is not enough space in the Buffer Cache, there will be a significant amount of disk I/O while Oracle
struggles with the overflow by re-reading parts of the table. If data is already contained in the Buffer Cache, Oracle
can retrieve it 10,000 times faster than if it must be read from disk, so sizing of this buffer cache is critical to
overall performance.

To determine if the Database Buffer Cache is large enough, run the following query after the database has been
active for a long time:

select

trunc(((1- sum(decode(name,'physical reads',value,0))/

(sum(decode(name,'db block gets',value,0))+(sum(decode(name,'consistent gets',value,0)))))

) * 100) "Buffer Hit Ratio"

from v$sysstat;

The Buffer Hit Ratio is an indicator of how often Oracle finds requested data in memory without having to
physically access a disk. If the Buffer Hit Ratio is less than 70 percent, the size of the Database Buffer Cache
should be increased.

The Log Buffer stores all transaction records waiting to be written to the redo logs on disk. It is set by the
log_buffer parameter in the init.ora file, in units of kilobytes. For the Log Buffer, bigger is usually better,
especially if you are loading or updating large amounts of data. A size of at least 32K is recommended. If there is a
large amount of update activity going on, this parameter may need to be set higher.

Redo Logs

Online Redo Logs contain transaction records for all inserts, updates, deletes, and alterations made to the Oracle
instance. Oracle writes transactions to a log until the log is full, then it opens the next log and archives a copy of the
full one. After all of the Online Redo Logs have been filled, Oracle cycles back to the first log and will overwrite its
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transactions with new ones. Make sure that there are enough redo logs, and that they are big enough. A system
should never be so busy that redo logs are filling more than 1 per minute (1 per 10 minutes or more is best). Five
log files of at least 1 MB usually works well for most applications. If redo logs are filling so fast that there are
multiple log switches within a few seconds, this is an indication that the logs need to be larger.

Note: Oracle does not enable archival of redo logs by default. Redo logs should be archived for ALL production
systems to ensure point-in-time recovery if data files are corrupted or data is lost. To enable archiving, make
sure that the log_archive_start, log_archive_dest, and log_archive_format parameters are set properly in the
init.ora file. When restarting the database, issue the following commands from Server Manager:

SVRMGR> alter database mount;

SVRMGR> alter database archivelog;

SVRMGR> alter database open;

SVRMGR> select log_mode from v$database;

Other Initialization Parameters

In addition to the previously mentioned db_file_multiblock_read_count parameter and the various memory cache
parameters related to Oracle’s SGA, the following initialization parameters should also be carefully considered.

• For Oracle 8.0.x, the checkpoint_process parameter should be set to “true”; this tells Oracle to start a separate
process to checkpoint and archive redo log files and frees the Log Writer process to handle more transactions.
This parameter is obsolete in Oracle 8i.

• The open_cursors parameter determines how many open queries Oracle can handle simultaneously. Many
applications may need 200 or more.

• Multi-threaded server – MTS allows Oracle user connections to share memory resources. For most systems,
MTS should be configured; dedicated servers are easier to administrate and monitor, but they also consume
more system resources. There are several initialization parameters associated with MTS; read the version
specific Oracle System Administrator’s Guide to determine which parameters and syntax are appropriate for a
specific network protocol or configuration. Be careful to configure MTS correctly or system performance can
be made worse instead of better.

• The processes parameter should be set to a value of at least 100. This parameter sets a limit on the total
number of operating system processes that Oracle can create.

• The optimizer_mode parameter should be set to “choose”. In general, the cost-based optimizer works better
than the default rule-based optimizer does. The "choose" setting will allow Oracle to use the rule-based SQL
optimizer if statistics have not been compiled for schema tables, but will otherwise use the cost-based
optimizer. Schema statistics used by the SQL optimizer can be computed using the
DBMS_UTILITY.ANALYZE_SCHEMA function, as shown here:

SQL> execute dbms_utility.analyze_schema(‘DEMO’,’COMPUTE’);

Statistics can also be computed for individual tables and indexes with the following commands:

SQL> analyze table [schema.table_name] compute statistics;

SQL> analyze index [schema.index_name] compute statistics;

Re-compute table and index statistics every time a significant amount of data is added to or deleted from the
database.
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Observed Performance Changes

After making the above adjustments to Brio.Portal repositories, the following general trends have been observed.
The number of physical disk reads was greatly reduced.

• The Library and Dictionary Cache Hit Ratios increased from 70% to over 99%.

• CPU time for processing recursive SQL calls was decreased

• Data fragmentation was reduced

• Physical disk I/O was better distributed

• System memory requirements were decreased

Depending on the amount of data stored, the user load and types of user activity, results on other systems may vary.

Maintaining Portal Performance

Once the initial Portal database tuning is complete, there are several issues to be considered if the new level of
performance is to be maintained over time. As data is entered and deleted from the database, tables and indexes will
grow increasingly fragmented. Indexes in particular are susceptible; as rows are deleted from tables, the vacated
space can be reclaimed and reused. When rows are deleted from indexes, the open space remains empty. A Portal
with a large amount of internally maintained content such as reports or scheduled jobs, whose output is expired and
automatically deleted, will experience a degradation of performance over time as the data becomes more and more
scattered.

To prevent this sort of “data scatter” two important operations need to be performed. First, tablespaces containing
indexes should be regularly “coalesced” using the following command:

ALTER TABLESPACE [TABLESPACE NAME] COALESCE;

Coalescing a tablespace will cause indexes to be compressed, reusing space emptied by deleted rows and freeing
space at the end of the index for more rows.

The second operation is the periodic de-fragmentation of the entire database schema, as described earlier in this
paper. De-fragmenting the repository on a regular basis will reorganize data contained in large tables with scattered
extents into extents that are located sequentially within the data files. This process can involve a significant amount
of downtime for the system, however, and may not be possible for all Portal configurations.

A regular review of performance data is also a good idea for any production system. Oracle has provided several
means of collecting quite detailed performance statistics. The Oracle Enterprise Manager Diagnostics Pack includes
the Oracle Performance Monitor. This tool can be used to graphically monitor, in real time, several critical
performance indicators. Unfortunately, the queries submitted by the Performance Monitor can pollute the results,
since those queries act on the same database that is being monitored. One other means if gathering performance
data is provided by Oracle.

The utlbstat.sql and utlestat.sql scripts are located in the $ORACLE_HOME/ rdbms/admin directory on UNIX
platforms, and in the % ORACLE_HOME%\rdbmsxx\admin directory on Windows NT systems (where “ xx” is the
version number of the Oracle database). The utlbstat.sql script creates a set of temporary tables that contain a
snapshot of performance related data at the time the script is run. When the utlestat.sql script is run at a later time,
a second snapshot of data is gathered and compared to the first. A report generated detailing the performance
characteristics of the database during the period of time between the two snapshots. In order to minimize the affect
of the queries generated by the two scripts on the performance data collected, it is a good idea to run the scripts a
long time apart (several hours, at least). Cache hit ratios, timing events, tablespace and disk I/O information, and
other details are collected.
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3. Tuning Brio.Report
The Brio.Report suite of products, which includes Brio.Report Builder and SQR Server, is Brio Technology’s
flagship enterprise reporting product. In his Oracle DBA Handbook (1994), Kevin Loney called SQR a product
“which defies description in a single sentence,” while giving it an honorable mention as one of the most likely third-
party applications that a database administrator may encounter. It can be utilized as a report generator, as a data
manipulation tool, and as a 4GL programming language. Although Brio.Report Builder and SQR can be used “out
of the box” with very little training to produce extremely flexible reports and applications, there are several ways in
which data access can be made faster and more efficient.

Unlike Brio.Portal, which has a pre-defined data repository, SQR can be used to query or manipulate data in almost
any imaginable system or situation. The problem for the administrator when dealing with such a versatile
application becomes one of tuning specific SQL commands, rather than simply one of adjusting the architecture and
initialization parameters of the database. This can be just as complex a process as configuring the Brio.Portal
repository, and equally important if users of the system are to get the high level of performance they expect.

Know Your Report Builder

The Brio.Report product suite includes a GUI development tool called Brio.Report Builder that greatly simplifies
the construction of SQR reports for developers and end users. When using an automated reporting tool that
generates its own SQL commands however, it is important to know something of how those commands are
constructed. How tables are joined and ordered in a query statement can be critical to the performance of the query.
Ad hoc query generators like Brio.Report Builder often do not easily allow SQL commands to be modified directly
in ways that would improve performance, such as the inclusion of “hints” that would be of benefit to Oracle’s cost
based optimizer. Therefore it is up to the user or developer to make sure that queries are constructed as efficiently
as possible, and up to the DBA to ensure that the database is as forgiving as possible.

Before tuning specific SQL queries, like those generated by Brio.Report Builder or embedded in SQR source code,
it is important to know some information about the database being accessed. Oracle allows “hints” which guide the
choice of optimizer and SQL execution path to be embedded in individual SQL commands. SQR also allows for
embedded hints, but Brio.Report Builder does not automatically include them. Therefore, knowing the default SQL
optimizer mode, the number and types of available indexes, how to make manual modifications to SQR code, and
something about the nature of the desired data is essential to properly configure a query for the fastest response
time and the smallest resource consumption.

Know Your Optimizer

One of the most important things to know about an Oracle instance when tuning SQL statements is the type of
optimizer being used. Oracle supports both a rule-based optimizer and a cost-based optimizer. The rule-based
optimizer considers the availability of indexes and the order in which segments of the SQL query are placed when
determining the best access path to the requested data. The cost-based optimizer considers the numerical “cost” of
each portion of the query and selects the access path that will result in the fastest return of data with the least
consumption of resources. In general, the cost-based optimizer will give better performance, especially if there are a
number of users generating ad hoc queries, or if the queries against the database often include several joins. The
rule-based optimizer is more effective if queries are contain few or no joins, or are executed against small tables.

In order to use the cost-based optimizer effectively, the DBA must compile statistics on tables and indexes in the
database on a regular basis. These statistics are used by the optimizer to determine what types of data are present
and how they are stored. This information is then used by Oracle to determine the best execution path for a given
query. As described previously, statistics can be compiled for an entire schema using the
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DBMS_UTILITY.ANALYZE_SCHEMA stored procedure, or for individual tables and indexes using the
ANALYZE command.

When writing an SQR query, either manually or using Brio.Report Builder, it is important to know up front which
optimizer is being used by the database. Knowing which optimizer is in use could affect the way in which the report
query should be constructed for maximum performance. Some third-party applications are specifically designed to
take advantage of one optimizer or the other; the developer should be aware of this and try to take advantage of it if
possible.

To find out which optimizer is in use by a given instance, execute the following command from a user account with
DBA privileges:

Select name, value from v$parameter where name=’optimizer_mode’;

This query will return something like the following result:

NAME                                    VALUE

--------------------------------------- ----------------------------------

optimizer_mode                          CHOOSE

The optimizer_mode parameter is set in the init.ora file for the database, and can have one of four different values.
The value of “RULE” specifies that the rule-based optimizer should be used by default. The “FIRST_ROWS”
value uses the cost-based optimizer to provide the shortest response time for the return of the first rows of the
requested data. The “ALL_ROWS” setting uses the cost-based optimizer to provide the shortest response time for
the return of all rows of the requested data. A value of “CHOOSE” lets Oracle determine automatically whether to
use the rule-based optimizer or the cost-based optimizer based on the presence of statistics for any of the tables in
the query. In other words, when the “CHOOSE” option has been specified, Oracle will use the cost-based optimizer
if statistics have been generated on any of the tables in the query. The rule-based optimizer would only be used if no
statistics had been compiled on any of the tables in the query.

Check Your Code

When building a query with a report writing tool it is important to check the syntax of the SQL and determine if it
is properly constructed. For instance, when building a query in Brio.Report Builder the order of tables that appear
in the FROM clause of the SELECT statement is determined by the order in which they are selected from the list of
available tables. The order of joins in the WHERE clause is determined in similar fashion, by order of criteria
selection in the query builder. The order of items within these clauses can have a big impact on execution path and
performance, especially if using the rule-based optimizer.

Consider the following general guidelines when constructing queries, no matter which optimizer is in use:

• Use the NOT EXISTS condition in place of NOT IN or HAVING in the WHERE clause

• Do not use the LIKE parameter if the = condition can be used

• Use JOIN instead of sub-queries whenever possible

• Use the Oracle DECODE function wherever possible to reduce the number of times tables have to be selected

• If a query is selecting 20% or more of the rows in a table, force a full table scan in place of an index scan and
table access by ROWID. A full table scan can be forced by deliberately disabling indexes. Indexes can be
disabled by mixing data types in WHERE clauses or by appending null values to search parameters.

Example: name||’’ or total_cost+0
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• Use table aliases when referencing columns. The following query has used aliases to simplify the naming of
columns in the SELECT and WHERE clauses:

Begin-Select

(sum( S.TOTAL )) &sales_total

Alter-Printer Font=4 Point-Size=10

C.NAME (10,1,45)

Print &sales_total (10,320) Edit 9999999999999999na

Print-Direct printer=html '%%ResetColor'

Next-Listing SkipLines=2 Need=12

From CUSTOMER C, SALES_ORDER S

Where C.CUSTOMER_ID = S.CUSTOMER_ID

Group By C.NAME

End-Select

• Applicable indexes can be invalidated if a query contains any of the following conditions. These should be
avoided unless it is specifically desirable to avoid an index and force a full table scan.

x Calculations on indexed columns in the WHERE clause

x Numeric values specified in character form (e.g., total = ‘100’)

x Specifying NULL in an indexed column

Making corrections to queries automatically generated by Brio.Report Builder may involve making modifications to
the underlying SQR source code. Each time a query is modified, its execution path should be checked to determine
if the cost of query execution has been decreased or increased.

Find Your Path

The execution path used by Oracle for a given query and its “cost” can be determined using the Explain Plan utility.
The Explain Plan utility uses the utlxplan.sql script to create a table called PLAN_TABLE. This table is used to
store the execution path and cost information for analyzed queries. The utlxplan.sql script is located in the
$ORACLE_HOME/rdbms/admin directory on UNIX platforms, or % ORACLE_HOME%\rdbmsxx\admin
directory on Windows NT machines. As SYS or INTERNAL, run the script from Server Manager or SQL*Plus,
then execute the following commands to make the table available to all users:

grant all on SYS.PLAN_TABLE to PUBLIC;

create pubic synonym PLAN_TABLE for SYS.PLAN_TABLE;

Once PLAN_TABLE has been created, SQL execution paths can be determined with the EXPLAIN PLAN
command. This command will store the execution steps and their associated costs (if appropriate) in
PLAN_TABLE.

explain plan set statement_id=[name] into plan_table for [select statement];

The following example selects Customer Name and Total Sales from the demo database provided with Brio.Report:

explain plan set statement_id=’test’ into plan_table for

select customer.name, sum(sales_order.total)

from customer, sales_order

where customer.customer_id = sales_order.customer_id



Optimizing Data Access in Enterprise Reports/ Page 13

group by customer.name

order by customer.name;

The execution path can be retrieved from PLAN_TABLE with the following query:

select lpad(' ',2*(level-1))||operation operation,

options, object_name, position, cost

from plan_table

start with id=0 and

statement_id='test'

connect by prior id=parent_id and

statement_id='test';

OPERATION                    OPTIONS           OBJECT_NAME           POSITION   COST

---------------------------- ----------------- --------------------- ---------- ----

SELECT STATEMENT                                                            270  270

  SORT                       GROUP BY                                         1  270

    HASH JOIN                                                                 1   16

      TABLE ACCESS           FULL              CUSTOMER                       1    1

      TABLE ACCESS           FULL              SALES_ORDER                    2   10

5 rows selected.

The execution path should be read from inside to outside, top to bottom. In this case, the cost-based optimizer has
determined that is less expensive to perform two full table scans on the very small CUSTOMER and
SALES_ORDER tables than to do an index scan and table access by ROWID. The same query, processed with the
rule-based optimizer, would have yielded the following execution path:

OPERATION                    OPTIONS           OBJECT_NAME           POSITION

---------------------------- ----------------- --------------------- ----------

SELECT STATEMENT

  SORT                       GROUP BY                                         1

    NESTED LOOPS                                                              1

      TABLE ACCESS           FULL              SALES_ORDER                    1

      TABLE ACCESS           BY INDEX ROWID    CUSTOMER                       2

        INDEX                UNIQUE SCAN       I_CUSTOMER$CUSTOMER_ID         1

6 rows selected.

Although it performs an index scan instead of a full table scan, this execution path is actually less efficient because
of the small size of the tables involved. More I/O is required to scan the index, then access every row in the
CUSTOMER table than would have been required to scan the entire table to begin with. Always experiment with
the number and types of joins, indexed columns, and the complexity of an SQL statement to determine the best
possible execution path for a particular database.

Hints for the Cost-based Optimizer

When tuning queries with the cost-base optimizer, it is possible to include SQL “hints” to guide the optimizer’s
choice of execution path. Brio.Report Builder will not automatically insert hints into the SQR source code,
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however. In order to take advantage of this feature, the code must be modified manually. Hints can be embedded in
the BEGIN-SELECT statement as illustrated in the following example:

begin-select

/*+ all_rows index(orders fk_orders_customers) */

order_num

from orders, customers

where order.customer_num = customers.customer_num

and [$datecol] > $start_date

end-select

Hints are identified within the query as comments, and must be placed immediately following the begin-select
command and before the first query column. SQR does not validate hint syntax, so care must be taken when adding
hints to make sure they are stated correctly. If the hint syntax is not correct, the optimizer will ignore the hint.

The following are examples of basic hints that can be used in many applications. Check the Oracle SQL User’s
Guide for exact, version specific syntax for these hints to make sure they will work as desired.

• ALL_ROWS

The “all_rows” hint tells the optimizer to choose an execution path that provides the best throughput and the
least amount of resource consumption.

• FIRST_ROWS

The “first_rows” hint tells the optimizer to use the execution path that provides the fastest response time. This
may not, however, be the most effective path in terms of resource conservation.

• FULL

The “full” hint forces a full tablescan, bypassing any indexes on the queried tables.

• INDEX (table_name index_name)

The “index” hint tells the optimizer to use specific indexes in relation to a queried table. If no index name is
specified, the optimizer will choose what it thinks is the best available index.

• ORDERED

The “ordered” hint tells the optimizer to join tables in the order in which they are listed in the FROM clause,
from left to right.

• ROWID

The “rowid” hint tells the optimizer to perform a ROWID scan of the queried tables.

• RULE

The “rule” hint invokes the rule-based optimizer for the current query.

Several other hints are available for more specific tuning requirements. Check the version specific Oracle SQL
User’s Guide for a complete list.

Rules for the Rule-based Optimizer

If the rule-based optimizer is being used on the database being queried, the following guidelines should be applied
when building queries:
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• If multiple tables are listed in the FROM clause, the table from which the least amount of rows will be selected
should be listed last.

• If multiple Boolean expressions are contained in the WHERE clause, the most restrictive conditions should be
listed last.

• If the Boolean expressions in the WHERE clause are separated by an OR condition, the most restrictive
Boolean expression should be listed first.

• Be aware which access paths are fastest when examining the Explain Plan for a query. Oracle has published the
following list, which describes the relative operation costs of the various types of row access:

Cost Operation

1 Single row by ROWID

2 Single row by cluster join

3 Single row by hash cluster key with unique or primary key

4 Single row by unique or primary key

5 Cluster join

6 Hash cluster key

7 Indexed cluster key

8 Use of a multi-column index

9 Use of a single-column index

10 Bounded range search on indexed columns

11 Unbounded range search on unindexed columns

Other SQR Tuning Methods

In addition to tuning the database, the DBA should also be in contact with programmers and developers who are
writing queries and code and be involved in the development process. The SQR Users Guide recommends the
following performance tuning methods for SQR programs. The DBA should be aware of these methods and how
they might be used to improve performance of individual reports as well as system performance overall.

• Simplifying complex SELECT statements

Performance often suffers when too many tables are joined in a single query. Breaking a large join query into
several smaller SELECT statements and nesting them within each other in the SQR code can improve database
response. Be aware that while this may improve the response of individual queries, this approach can also
produce significantly more network traffic and adversely affect the Library and Data Dictionary Cache Hit
Ratios.

• Using the LOAD-LOOKUP command to simplify joins

LOAD-LOOKUP can be used to pre-load data values (such as code sets) into an array, which can be
referenced within a SELECT statement. This may eliminate the need for some joins, as well as nested sub-
queries.
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The following example illustrates LOAD-LOOKUP  and LOOKUP:

begin-setup

load-lookup

name=prods

table=products

key=product_code

return_value=description

end-setup

...

begin-select

order_num (+1,1)

product_code

lookup prods &product_code $desc

print $desc (,15)

from orderlines

end-select

• Using dynamic SQL

Dynamic substitution of column names or condition values within the SELECT statement can eliminate the
need for using the OR condition in the WHERE clause. The following query can be simplified by testing for the
value of $state outside the SELECT statement and substituting the appropriate column name into the WHERE
clause:

begin-select

order_num

from orders, customers

where order.customer_num = customers.customer_num

and ($state = ’CA’ and order_date > $start_date

or $state != ’CA’ and ship_date > $start_date)

end-select

The revised query looks like this:

if $state = ’CA’

let $datecol = ’order_date’

else

let $datecol = ’ship_date’

end-if

begin-select

order_num

from orders, customers

where order.customer_num = customers.customer_num

and [$datecol] > $start_date

end-select
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This technique is most effective when the value of the substitution variable does not change often within the
application or report. The more often the variable is changed, the more often the SQL statement must be
recompiled by Oracle.

• Using an array or flat file instead of a temporary database table

SQR can be used to manipulate data within an array or a flat file. This can eliminate the need for using
temporary database tables and considerably speed up processing time. Data in arrays can be re-sorted or
searched as many times as required without requiring additional database access.

• Writing programs that create multiple reports

SQR programs can be written to produce multiple reports, with different layouts or summaries, simultaneously
from a single set of data. This removes the need for multiple database accesses.

• Tuning SQR numerics

SQR provides three types of numeric values: machine floating-point numbers, decimal numbers, and integers.
Machine floating-point numbers are processed by the hardware, and are generally processed very fast. Decimal
numbers are processed by the software are slower, but offer greater precision. The software, not hardware
processes integers, but integer math is frequently faster even than floating point math. Programmers can specify
which type of numbers SQR uses with the DECLARE-VARIABLE command, the –DNT command line option,
or the DEFAULT-NUMERIC parameter in the sqr.ini file.

• Running compiled programs with SQR Execute

Running pre-compiled programs eliminates the processing required to validate SQR code, prompt for input, and
bind variables. Compiled programs are stored as run-time files ( .SQT).

• Adjusting processing limits

With some large SQR programs, additional memory allocation beyond the default limits may be required.
These limitations can be adjusted in the [Processing-Limits] section of the sqr.ini file.

• Buffering fetched rows

The –B option can be used in the SQR command line or in individual SELECT statements to control the
number of rows fetched from Oracle with a single call. The default buffer size is 10 records. Increasing the size
of the buffer on large queries can reduce the number of fetch commands issued to the database. This can reduce
network traffic and the number of user calls on the database server.

• Running programs on the server

Running SQR directly on the database server platform can greatly reduce response times by eliminating most
(if not all) network traffic. This may not be practical for ad hoc queries or for queries embedded in client
applications, but may work well for centrally distributed corporate reports.

4. Conclusion
No application, no matter how well designed, should ever be assumed to be fully optimized for any database.
Packaged solutions are often neglectful of database specific performance options that can drastically improve the
quality of service to end-users. Ad hoc query tools can easily generate SQL code that can tie a system in knots if the
developer is not careful. Data and usage levels will change over time for any system, making old tuning changes
obsolete or even invalid.
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Brio.Portal, Brio.Report Builder, and SQR are good examples of the sort of third party, “database independent”
applications that database administrators have to deal with every day. Each application presents a different set of
performance tuning challenges, which must be dealt with in order to provide the level of quality expected of today’s
corporate data systems. Because of the great variety of performance issues involved, it is critical for database
administrators to be involved in the planning, construction, deployment, and maintenance of these sorts of
applications.

Some of the techniques at the database administrator’s disposal include database construction methods, adjustment
of default storage parameter configurations and database initialization parameters, data de-fragmentation and
consolidation, SQL optimizer specification, and SQL query tuning. The tuning process is an ongoing experiment to
determine which of these features will work best for a given system, application, or reporting situation. If wielded
properly, these techniques can mean the difference between failure and success for many systems, including those
already deployed without proper consideration to database performance issues.
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